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Chapter 2

Mind and Brain – How Do They Relate?
Although the subject matter of this chapter is still introductory, it will almost certainly be of more interest to our readers than the basics of brain anatomy and physiology. In this chapter, we consider the relationship between mind and brain in general.

One of the main points to emerge from the previous chapter was that the brain is simply a bodily organ, like the stomach, the liver, or the lungs. It is tissue, made of cells. These cells do have some special properties, but they are by no means magical. Nerve cells are of the same type and employ roughly the same sort of metabolic and other processes as other cells in the body. And yet the brain has a special, mysterious property that distinguishes it from all other organs. It is the seat of the mind, somehow producing our feeling of being ourselves in the world right now. Trying to understand how this happens – how matter becomes mind -- is the mind-body problem.

The mind-body problem is a philosophical conundrum that dates back to classical antiquity, and probably beyond. What has changed in recent years is the emergence of a comprehensive scientific effort to solve this ancient problem. The effort takes the form of a multidisciplinary enterprise called cognitive science, which involves neuroscientists, psychologists, and even philosophers.
 In different ways, all are trying to solve the same great mystery. The advent of science to the problem has changed it slightly, in that the mind-body problem is now commonly described as the problem of ‘consciousness’. In other words, the problem, ‘how does the mind emerge from the brain’,  has become, ‘how does consciousness emerge from the brain?’. Although psychoanalytically minded readers need no reminding that mental life is not synonymous with consciousness, we will not address this particular twist to the problem just yet. For now let just us assume that the two ways of putting the problem are synonymous.

Investigating consciousness has become the second career of Francis Crick, a Nobel prize winning biologist, famous for being the co-discoverer (in the 1950s) of the double helix structure of DNA. In a recent book, entitled The Astonishing Hypotheses, he puts into the following words what was proposed in the second paragraph of this chapter: 

The astonishing hypothesis is that you, your joys and your sorrows, your memories and your ambitions, your sense of personal identity and free will are, in fact, no more than the behaviour of a vast assembly of nerve cells and their associated molecules.

This hypothesis seems self-evidently true, and yet it is something that many people do not find easy to accept. How can all this – all that comprises you -- be reduced to the activity of a group of cells? The subtitle of Crick’s book is The Scientific Search for the Soul. This (perhaps overstated) phrase captures something of the magnitude of the problem. The individual cells of the brain are not uniquely ‘mental’, yet when they are connected up together each one contributes something to something else that somehow becomes the mind.

The ‘Easy’ and the ‘Hard’ Problem

David Chalmers -- one of the philosophers participating in the interdisciplinary field of ‘cognitive science’  --  argues that one aspect of the mind-body problem is ‘easy’ and the other ‘hard’.
 In this way, he divides the issue into two separate problems.

The easy problem is the one that most neuroscientists are concerned with, and it is the one discussed by Crick in his Scientific Search for the Soul. Crick attempts to solve the problem by neuroscientific means. His research strategy is to try to find the specific neural processes that are the correlates of our conscious awareness (he calls them the ‘neural correlates of consciousness’, or NCC for short). Finding the neural correlates of consciousness is a problem of the same general type as finding the neural correlates of anything -- language or memory for instance. Neuroscience has made great progress in solving such problems in the past. Finding the brain regions and processes that correlate with consciousness is simply a matter of directing an existing research strategy from areas of previous success (language, memory) onto a different aspect of mental functioning (consciousness).

We should not underestimate the difficulty of finding the neural correlates of consciousness, but Crick is only looking for which brain regions or processes correlate with consciousness and describing where they reside. He does not attempt to explain how that particular pattern of physiological events makes us conscious. This is the hard problem. The hard problem is a conundrum of a different magnitude – it raises the question of how consciousness (‘…you, your joys and your sorrows, your memories and your ambitions …’) actually emerges from matter. Modern neuroscience is well equipped to solve the easy problem, but it is less clear whether it is capable of solving the hard problem. Science has few precedents for solving a problem which philosophers have deemed insoluble in principle.

John Searle, another contemporary philosopher with a great interest in this problem, suggests the following thought experiment.
 Pinch yourself (hard) on your left hand. What happens? You feel pain, of course -- it is sore. This is an expression of the mind-body problem: something physical happened to your hand, and yet you felt a pain in your mind. Let us see, in terms of the easy problem, how we fare in explaining this phenomenon.

We know exactly what the pain receptors embedded in your skin look like, and how they work. When pressure is applied to these receptors, a very specific physical process excites the neurons connected with them (Figure 2.1). This sends a message down those neurons (causes them to fire), which in turn causes a chemical to cross the synaptic spaces at the ends of the axons -- using the channel-dependent neurotransmitter systems discussed in chapter 1. The axons in question travel through a nerve coursing up the arm into the spinal cord, and then further upwards along its dorsal column. Crossing the midline in the brainstem, these axons terminate on a second set of neurons in the thalamus. From there the physiological message is relayed again, to a specific part of the primary sensory cortex of the right hemisphere (again using the method of transmission described in chapter 1). The pain receptors in the left hand are represented in a region of the somato-sensory cortex in the parietal lobe, behind the post-central gyrus, and that is where the nerve fibres we have been tracing terminate. Excitation of the cortical cells in this area causes you to feel pain. This solves (this particular instance of) the easy problem – these are the physiological processes that cause you to feel pain in your hand.

----------------Fig 2.1: Pain Pathways------------

But it is not difficult to see that the hard problem remains entirely unsolved. What turned the physiology, anatomy and chemistry just described into a feeling of pain? How did that happen? We have just outlined a purely physiological process (and traced the anatomical pathways it traversed); we have not explained how the process started as something physical but somehow ended up as something mental. Searle used a memorable phrase to describe the hard problem we are left with: ‘How does the brain get over the hump from electrochemistry to feeling?’

This sort of question was traditionally considered to be a philosophical problem; but now it is being transformed into a scientific one -- one that might addressed experimentally. To approach this transformation of the problem, and what it reveals, we begin with a brief overview of the classical philosophical approaches to it, followed by an (equally brief) history of the approach taken by neuropsychology – the scientific discipline specifically devoted to investigating relations between the mind and the brain. We shall see that while philosophers relish Chalmers’ hard problem, neuroscientists have for the most part not yet really tackled it.

Materialism and Idealism

Perhaps the most basic distinction among philosophical approaches to the mind-body problem is the one that divides materialists and idealists. The materialist position is that everything is ultimately reducible to matter. This position is represented pictorially in Figure 2.2. On this view, the thought on the right of the diagram does not really exist. Its existence is illusory; the mind is really an aspect (or function) of matter (the left side of the diagram). 

-------Figure 2.2: Brain and Mind-------

At the other extreme, the idealist contends that only the mind really exists (for us, at least). For all the apparent substantiality of matter, the ‘things’ we see, touch and hear are really nothing other than products of our mental processes (i.e., they are actually perceptual images). We can never reach beyond the envelope of conscious awareness and demonstrate the existence of any thing independent of our mind’s perceptual world. So, on this view, the concrete thing on the left of the diagram in Figure 2.2  does not really exist, or at least it, too, belongs inside the ‘thought bubble’ on the right.

Although these positions both appear logically tenable, the idealist position has fallen out of favour. This seems to be due to the vagaries of intellectual fashion more than anything else. Within cognitive science today, just about everyone is a materialist. But materialists come in different shapes and sizes.

Monism and Dualism

The dichotomy between monism and dualism is perhaps just as fundamental as the one between materialism and idealism, and is easily confused with it. According to the monist position, we are made of only one kind of ‘stuff’. In other words, mind and matter (which appear to be two things) are really reducible to one and the same thing. This might seem to be identical to the materialist position just described (and the two arguments do normally go together) but the monist position does not actually state that the singular stuff we are made of is matter.  A monist could just as well claim that we really consist only of mind (thereby embracing an idealist position) or even that we are actually made of some other kind of stuff, as yet undefined, which is neither mind nor matter. In the monist position, all that counts is that the apparent distinction between mind and matter dissolves into a common something. 

The dualist view – closely associated with the name of Rene Descartes – simply states the opposite. On this view, we are divided in our essence, and made of two kinds of stuff. Matter and mind (or body and soul) are quite irreducible to one another. Like idealism, dualism is very unfashionable nowadays. Most cognitive scientists, therefore, are materialist monists; they believe that mind and brain are ultimately reducible to a single kind of stuff, and that that stuff is physical – specifically, some property of neurons (or an aggregate or subset of neurons).

Reductionism, Interactionism, and Other Strange Things

Materialist monism defines the relationship between two types of stuff. On this view, one type of stuff (brain tissue) is more fundamental, even more real, than the other (conscious awareness). In Crick’s statement – ‘you, your joys and your sorrows, your memories and your ambitions, your sense of personal identity and free will are, in fact, no more than the behaviour of a vast assembly of nerve cells’ – ‘you’ are reduced to nerve cells. The essence of Crick’s reductionism resides in his words ‘in fact, no more than’. Reductionism reduces one thing  to another (in this case, mind to brain) and thereby explains it away. However, not all materialists are reductive (see below).

Dualists are, by definition, non-reductive. The crux of their position is that mind and brain cannot be reduced to one another. What, then, is the nature of the relationship between the two? A dualist’s answer to this question determines what kind of dualist he or she is. Most dualists describe the relationship between mind and body in interactionist terms; they assert that physical events have mental effects and vice-versa. The interactionist view, then, is simply that body and mind interact with each other. This seems perfectly plausible and appears easy to demonstrate empirically. Plummeting blood sugar causes loss of consciousness (physical event causes mental event); freely deciding to move your hand causes it to move (mental event causes physical event). But when the logical underpinnings of this dualist position are spelled out, it seems less plausible: the interactionalist actually claims that bodily stuff and mental stuff interact with each other. This way of putting it immediately reveals the pitfalls of almost any dualist position. How, exactly, does a thought (which has no physical properties whatever) cause the physical stuff of neurons to start firing? This violates all the known laws of physics.

Other varieties of dualism fare no better. One such well-known variety is called psycho-physical parallelism. This position avoids some problems of interactionism by claiming that mental and physical events do not have a causal relationship; the two classes of event simply co-occur – they are correlated with one another. Whenever something specific happens in the brain, something equally specific happens in the mind, and vice-versa. The two things occur together, in unison. If the basis of this correlation still seems mysterious, that’s because it is. The parallelist does not feel obliged to explain this linkage.

Emergence

We said above that not all materialists are reductionists. Many cognitive scientists today hold the view that the mind is an emergent property of the brain. On this view, mind and brain are equally real, but exist at different levels of complexity. Just as water emerges from a particular combination of hydrogen and oxygen, and has distinctive properties of its own (properties that do not characterise hydrogen or oxygen alone) so, too, mental phenomena emerge when the neurons of the human brain are connected or activated in a particular way. The mind can thus be regarded as a higher level of organisation of neurons, just as water is a higher level of organisation of its constituent atoms. The problem with this apparently sensible argument is that it does not really explain the mind-body relationship; it simply equates the relationship between mind and body with another type of relationship in which the problem at hand does not exist. It is no great achievement to explain how matter ‘gets over the hump’ from hydrogen and oxygen to water.

The Limits of Knowledge
It is possible to find some merit in all of these different philosophical positions. It is also possible, with a little effort, to make all of them look ridiculous. This might be one good reason to replace the philosophical approach to the ‘hard’ problem with a scientific one. As we said at the end of chapter 1, competing positions are pitted against each other in science, and tested experimentally, to determine which one is correct. But not all propositions are testable. For example, how can one test the proposition ‘God exists’? Loathe as we may be to admit it, the testable hypotheses that scientists can work with are embedded in sets of broader propositions which are themselves untestable. These broader propositions define the world-view (Weltanschauung) within which a scientist operates; and world-views are not subject to proof. Science is limited to answering questions that can be asked from within a particular world view; it cannot test the world view itself. 

It has yet to be determined whether the various philosophical positions on the mind-body problem constitute ‘world views’ in this sense, or whether they will someday (perhaps soon) be transformed into testable hypotheses. We (MS and OT) are of the opinion that the nature of the relationship between brain and mind (body and soul) is not amenable to scientific proof. Statements such as ‘body and soul are one’ (the monist position) or ‘the soul does not really exist’ (the materialist position) are not, in our view, scientifically testable statements. They are of the same order as the statement, ‘God exists’. We believe that scientists can do no more than ensure that they are aware of the world-views they endorse, because the assumptions these entail will determine the experimental questions they ask and how they interpret them.

We have said already that most neuroscientists working on the mind-body problem today (i.e., on the problem of ‘consciousness’) endorse a materialist-monist position. In other words -- whether they recognise it or not -- they assume that mental life is the product of a vast assembly of neurons; then they set about determining which processes in that assembly ‘cause’ consciousness. Please note the problematic status of the word ‘cause’ in this context. This graphically illustrates how important it is for scientists to be aware of the philosophical positions they have adopted. It is appropriate to describe certain neuronal processes as causing consciousness only within a particular philosophical framework. Even if a particular subset of neuronal processes are experimentally proven to be uniquely associated with conscious experience, it still remains possible (within a dualist framework, for example) to view this association as a correlative rather than a causal one. For this reason -- because the assumption that neuronal processes ‘cause’ consciousness begs the very  question that the ‘hard problem’ poses for science -- we do not endorse the materialist position that most of our colleagues currently adopt. We favour a slightly different position, one which seems more agnostic, and leaves the possibilities more open.

Dual-Aspect Monism

Dual-aspect monism accepts that we are made of only one type of stuff (that is why it is a monist position), but it also suggests that this stuff is  perceived in two different ways (hence, dual aspect monism). The important thing to grasp about this otherwise straightforward position, is that it implies that in our essence we are neither mental nor physical beings – at least not in the sense that we normally employ these terms. This requires some explaining. Dual-aspect monism (as we understand it) implies that the brain is made of stuff that appears ‘physical’ when viewed from the outside (as an object) and ‘mental’ when viewed from the inside (as a subject). When I perceive myself externally (in the mirror, for example) and internally (through introspection) I am perceiving the same thing in two different ways (as a body and a mind, respectively). This distinction between body and mind is therefore an artefact of perception. My external perceptual apparatus sees me (my body) as a physical entity, and my internal perceptual apparatus feels me (my self) as a mental entity. These two things are one and the same thing -- there really is only one ‘me’ – but since I am the very thing that I am observing, I perceive myself from two different viewpoints simultaneously. This problem does not arise when we observe other things, since those other things are not ourselves.

What, then, are we actually made of? This is the big question that dual-aspect monists ask of science. We can never literally perceive the stuff we are made of without first representing it through one of our perceptual modalities – which means that we can never escape the artificial mind-body dichotomy. Since we can never transcend the limits of our senses, we can never perceive the underlying mind-body stuff directly. We can only make inferences from the data of perception (from scientific observation) as to the nature of that underlying entity – let’s call it the ‘human mental apparatus’ – and how it is constructed and how it works. Our picture of the mental apparatus itself will therefore always be a figurative one – a model.
 We possess concrete perceptual images of its two observable manifestations (the brain and subjective awareness) but the underlying entity that lies behind those perceptual images will never be directly observable. Scientific observation has its limits.

This is not a unique situation. There are many things that scientists are concerned with that cannot be perceived directly. Witness, for example, the ‘quarks’ of contemporary physics, or even the force of ‘gravity’. Nobody doubts the existence of these ultimate things, yet they can only be observed via their perceived effects. What makes the mind-body problem unique is only the fact mentioned a moment ago: when it comes to the human mental apparatus, the observer  is  the instrument that he or she uses to observe it. If we accept that the mind-body problem thereby boils down to a problem of observational viewpoint, and that the distinction between your self and your body (between mind and matter) is therefore merely an artefact of perception, the ‘hard problem’ evaporates. Then we are left only with the ‘easy’ problem, namely, which brain processes correlate with which subjective processes. Then we can also ask: what can we infer from these two (correlated) sets of data about the functional organisation of the underlying apparatus that generates them? In this context, where the laws governing the apparatus itself have to be inferred from the observable data, combining the knowledge derived from both observational perspectives is far better than relying on either perspective alone.

Keeping all these philosophical points in mind, then, let us move on and consider what the history of neuropsychology teaches us about scientific approaches to the mind-body problem.

Why the Brain?

In antiquity, the heart and other organs like the stomach were believed to be the seat of the soul
. This may be because we experience visceral sensations, like increased heart rate and ‘butterflies’ in the stomach, in relation to some emotions. We have no direct record of how the emphasis shifted to the brain, but we can hazard a pretty good guess. The comments of Hippocrates and other classical scholars suggest that they may have settled on the brain because of clinical observations. When people suffered internal damage to the head – such as a direct blow to the skull in warfare – their minds were altered, just as happened in the case of Phineas Gage (chapter 1). This occurred enough times, and was witnessed by enough medical observers in the ancient world, for them to realise that there is something special about the brain which relates it to the mind in a way that does not occur with any other organ.

The Clinico-Anatomical Method and ‘Narrow Localisation’

Observations of the type just referred to were gradually formalised into a basic tool of scientific medicine, known as the clinico-anatomical method. This method was explicitly introduced into neuroscience about 150 years ago, by Jean-Martin Charcot, the world’s first Professor of Neurology, in Paris. The method involves systematic correlation of mental functions that are changed (clinically) with (anatomical) damage to particular areas of the brain. The goal is to establish lawful (clinico-anatomical) correlations between the different mental functions and the different parts of the brain. Such correlations, as we shall see, teach us a great deal about the underlying organisation of the mental apparatus.

Pierre Paul Broca, a French anthropologist and physician, is credited with the first real breakthrough in this regard. He looked after a patient called Leborgne, who had lost the power of speech, in a Paris hospital. Before acquiring his neurological disorder Leborgne had been healthy, but his language abilities declined after the onset of his disease, until he was no longer able to utter meaningful words or phrases. Today we call this disorder aphasia. 

The only thing Leborgne could say was ‘tan’, which he uttered ad nauseum. As a result, he became known as ‘Tan-Tan’ to the hospital staff. The autopsy that was performed after Leborgne died revealed a brain lesion which affected mainly the left inferior frontal lobe. As a result of this case, and a few others that Broca reported four years later with the same symptoms associated with damage in the same place, he was able to announce in 1865 that he had found the brain ‘centre’ for language – a specifically human mental function. Other investigators later confirmed that this area is located in the posterior and inferior region of the left frontal lobe (Figure 2.3). This part of the brain has been known as Broca’s area ever since.

------------Fig 2.3 Broca’s Area------------

Following Broca’s discovery, other European neurologists made a sequence of such clinico-anatomical correlations, in connection with other mental functions. One found a centre for recognising objects, another for calculation, another for skilled movements, etc. It soon became clear that these functions could be divided into component parts. Thus, for example, it was learned that Broca’s area was not the centre for language as a whole, but rather for the ability to produce language; another area (known as Wernicke’s area) is specialised for the comprehension of speech, yet another for the repetition of speech, and so on.
 On this basis, a map (or mosaic) of specialised regions of the cortex was constructed over the course of a few decades. The quest to locate the different brain regions associated with particular mental functions became known as localisationism.

Opposition to Localisationism

The localisationist era was a golden age in the history of neuroscience. The movement had its opponents, however. The opponents of localisationism believed that linking psychological functions with specific brain areas created a distorted picture of mind-brain relations, and they derided the localisationist maps as ‘brain mythology’. The extreme alternative approach was equipotentialism. The equipotentialist school argued that it is not where the brain is damaged that counts, but rather how much brain is damaged. They argued that the more of the brain that is damaged, the more of the mind is lost. 

Some of the disagreement between these two schools appears to have derived from the fact that they studied different populations. The equipotentialist position was derived, in large part, from experiments on birds. These experiments showed that the more brain was damaged, the poorer the bird’s performance was on almost any task. The problem with investigating bird brains is that they are not a good source of information on higher mental functions. For one thing, the brains of birds are very small and therefore not ideal for making precise anatomical distinctions (especially using the surgical techniques of the time). Nevertheless, the equipotentialist school raised some important questions for the localisationist approach. For example, it is true that larger lesions in humans cause psychological deficits which are more than a sum of the deficits produced by a number of corresponding smaller lesions. Although the classical case reports often described patients whose lesions were very large, and therefore affected many functions, the investigators of those cases would focus on only one of the patient’s psychological deficits. In the case of Leborgne the lesion involved a huge region of the brain – by some accounts as much as one third of the left hemisphere
. Broca chose to focus on the language deficit, but this probably would have been just one of a catalogue of psychological disorders that this poor man suffered from.

In summary, the early history of neuropsychology was characterised by two polarised views. The localisationist view was that the mental apparatus is constructed of a network of centres connected together in a mosaic-like pattern. Each of these centres is the neural correlate of one component of the mind. When connected together, you have the whole mind. The opposing view was that psychological functions (such as language, memory and arithmetical ability) are the result of the entire brain working together. It is therefore not possible to attribute whole mental functions to circumscribed parts of the brain. The brain, like the mind, forms a functional unity.

Some Interesting Links to Psychoanalysis

Gradually, as the discipline of neuropsychology progressed, it settled on a third view (this happened about 100 years after Broca’s original discovery). The new view was an amalgamation of the original positions. One of the first people to promulgate this third view was an obscure Viennese neuroscientist named Sigmund Freud. Freud was a neuroanatomist turned clinical neurologist with an interest in aphasia, cerebral palsy, and the psychopharmacological properties of cocaine. In 1891, Freud published a book entitled Conceptualising the Aphasias
. In this book, he put forward a brilliant critique of the localisationist theory of language, while keeping his distance from the extreme equipotentialist alternative. The locationalist doctrine was in full flourish at that time, however, and few neuroscientists took much notice of Freud’s book (although today it is regarded as a classic).
 

Freud’s arguments only gained credence when they were re-introduced 70 years later. This occurred in 1966 with the publication of a book called Higher Cortical Functions in Man. The author was a Russian neurologist named Aleksandr Romanovich Luria (who divided the brain into the three ‘units’ that we mentioned -- in passing -- in chapter 1). Luria actually had close connections with psychoanalysis in the 1920s.
 In Higher Cortical Functions (and some earlier books, which were less influential) Luria introduced the concept of  functional systems to neuropsychology. It was this concept that finally reconciled the localisationist and equipotentialist positions. Luria had an enormous influence on modern neuropsychology, and he still remains one of the most highly-cited authors in the discipline today.

What are Functional Systems?

Luria agreed with the equipotentialist view, that it is false to assert that centres like Broca’s area ‘produce’ mental functions like language. However, he also agreed with the localisationists that different brain regions do have special (indeed, unique) functions. He concluded that the disagreement between the two traditional viewpoints arose from an overly narrow definition of ‘function’. To clarify, Luria pointed out that many bodily functions are the products, not of one particular tissue, but rather of an interaction between a number of different tissues. For example, digestion is not a function of the stomach alone. It is misleading to say that digestion is ‘produced’ by the stomach, just as it would be misleading to say that it is produced by the liver, pancreas, and bowel (to mention just a few of the other organs involved in digestion). All these structures together perform the complex function of digestion. This is a functional system. The same principle applies to other complex functions. Respiration, for example, is not ‘produced’ by lung tissue; it arises from an interaction between the lungs, the intercostal musclulature, cardiovascular circulatory processes, and nervous control mechanisms, among other things. Respiration is thus the product of a complex functional system.

Luria argued that the neurological organisation of mental functions is no less complex than digestion and respiration; accordingly, there are no neuroanatomical ‘centres’ for the psychological functions of the mind. Mental functions, too, are the products of complex  systems, the component parts of which may be distributed throughout the structures of the brain. The task of neuroscience is therefore not to localise ‘centres’, but rather to identify the components of the various complex systems which interact to generate our mental functions. Luria called this task ‘dynamic localisation’. Readers will learn in subsequent chapters of this book that functions such as emotion (chapter 4), memory (chapter 5) and dreaming (chapter 6) – and indeed consciousness itself (chapter 3) – are all generated by distributed networks of brain structures such as this, with each structure contributing a particular component to the dynamics of the system as a whole. Disturbance to any of the component parts causes the functional system as a whole to malfunction, but in different ways, depending on which part of the system is damaged. These are the symptoms that neuropsychologists study. Mental functions, in short, are not localised in any of the component structures, but rather between them. Like the mental apparatus as a whole, they are virtual entities.

Functional Systems and the Easy Problem

By the 1970s neuropsychology had settled on the idea that the neural correlates of mental functions are complicated functional systems, and this is more-or-less where we still stand today. One difference is that we have a more (and increasingly) detailed understanding of the operations contributed by the different component parts. Thus, for example, we now know not only that the hypothalamus is an important component of the functional system for emotion; we also know much more about how the hypothalamus itself works. This is due to the supplementation of dynamic localisation with new, high-technology techniques. The strength of the functional systems approach, based on the clinico-anatomical method, is that it allows us to ‘carve mental functions at their joints’. Once we know which parts of the brain constitute the basic components of a particular functional system, we know a great deal about the internal organisation of the mental function in question that we did not know before; we know, in a sense, how it is put together. For example, we know not only what brain regions contribute to emotional life, but also what the neural constituents of emotion in general are, and how many basic emotions there are, and also what the different chemical processes are that characterise each different emotion.

This is powerful knowledge. But it is still only knowledge at the level of the ‘easy problem’. When we said a moment ago that ‘we know what the different chemical processes are that characterise each different emotion’, we did not mean that the chemicals literally generate the emotions. It is more correct (but perhaps too cumbersome) to say that neuroscientists have discovered the specific neurochemical processes that correlate with the subjective experiences of specific emotional states. Finding the chemical correlates of the different emotions does not solve the hard problem, but it does reveal something important about the actual structure of the mind. But correlating subjective states with brain anatomy and physiology is not the only way that contemporary cognitive scientists elucidate the functional organisation of the mind.

The Ghost in the Machine: Artificial Intelligence

Interest in artificial intelligence (abbreviation: AI) has grown enormously since the 1960s. This sub-discipline within cognitive science involves building (or studying) computers that mimic the functions of the brain. For some, the aim of doing this is to learn more about how the human mind works; for others it is literally to build a mind. The logic of the AI approach becomes clear when viewed in the context of Crick’s ‘astonishing hypothesis’. If -- as Crick so eloquently proposed -- a complex interaction of neurons is all that is needed to produce human intelligence; and if the function of neurons is simply to transfer information -- then the human mind is merely an information processing machine. Computers are information processing machines, too; therefore a computer, too, can generate a mind. All we need to do in order to construct a mind is to design the hardware correctly and programme it appropriately.

This AI argument is a fascinating as well as a frightening proposition. It also has serious implications for the easy and hard problems. In relation to the easy problem, there is certainly much to be learned about the design of the functional systems of the brain by trying to model them on computer programmes. If we can construct artificial ‘neural networks’ (as these programmes are mischievously termed) to perform human-like intellectual functions, then we have good reason to believe that we understand pretty well how the equivalent real intellectual functions work. (Such knowledge, of course, has many practical applications.) In relation to the hard problem, the question is this: is it really possible to make a mind? If it is possible, the really big question of how consciousness is actually generated is solved. Can consciousness really emerge from an interaction of computer chips? Is it really just a matter of information processing? If so, should some machines be afforded legal and moral rights? Do they not have feelings, hopes and dreams like ourselves? 

The Turing Test

The Turing Test was designed by Alan Turing, a famous British mathematician and the developer of a forerunner of the modern computer
. This test provides a standardised way of determining whether a machine is really intelligent or not, i.e., whether it really has a human-like mind. We said earlier that our mental experience arises out of introspection; we perceive the mind (as opposed to matter) by looking inwards. It is only possible to do this because we are our mental instruments. For this reason, it is impossible to enter the consciousness of another being; we can only experience our own minds. When it comes to other people, we have to infer the quality of their consciousness from external observations. This is an expression of another famous problem in philosophy, closely related to the mind-body problem. The problem of other minds is that we can never know for certain whether or not other minds really exist (not only computer minds; any minds, other than your own). This problem arises for the reason already stated: we cannot enter the consciousness of another being to determine directly if it is like our own, and indeed if it exists at all. Each one of us knows  for certain only that we, ourselves, possess consciousness. For the rest, we rely on inference. Since other people behave in roughly the same way as we do, and since their brains are constructed in roughly the same way as ours, it only seems reasonable to infer that they possess consciousness, too, like ours. 

The Turing test is based on this principle. In the most famous variant of the test, the examiner is asked to present a series of questions to the occupant of a closed room, who may be either a person or a computer. To avoid the (purely mechanical) problems of speech, the conversation is conducted through a keyboard and monitor. The questions typed into the keyboard are of the examiner’s choosing, and the occupant of the room sends back answers to the examiner’s monitor screen. There are no time limits, nor any limits to the number of questions that may be asked. If the examiner cannot reliably tell whether the occupant is human or computer (i.e., cannot reliably distinguish the one from the other) then the computer is given the benefit of the doubt, and granted a ‘mind’.

Many computers (i.e., computer programmes) have passed limited versions of the Turing test. Does this mean that they really possess minds? Or is it simply a matter of examiners choosing their questions unwisely? Consider the computer programme called ‘Eliza’, developed in the 1970s, which acts as a psychotherapist. Eliza occasionally passes a limited version of the Turing test.

Interactions with Eliza

Here is a brief conversation that one of us (OT) recently conducted with Eliza. It gives some indication of the quality of her ‘thinking’. The computer’s statements and responses are printed in italics.

How do you do? Please tell me your problem.

Why can’t I be happy?

Do you think you should be able to be happy?

I think I deserve more happiness than I have at the moment.

Do you really think so?

Yes, life doesn’t need to be so cruel.

You seem quite positive.

I suppose I am, at least some of the time.
Is that why you came to me?

I came because I need help.
Is that the real reason?

Actually I came because I heard you were a computer and not a real therapist.

Do computers worry you?

Can I ask a question?

Whether or not you can ask a question depends more on you than on me.

The question is: How do mind and brain relate?

I’m not sure I understand you fully.

It’s the hard problem – how does mental life arise from physiological events?

Please go on …

Many ‘blind’ examiners of Eliza are convinced that they are dealing with a human therapist because the quality of interaction is so good, and the computer appears to show some insight. Eliza’s performance seems less impressive once they are aware of the mechanism that the computer uses to achieve its results. The program was remarkably simple to devise because it was based on the ‘reflective’ psychotherapy technique of Carl Rogers. All the program has to do is identify the key phrases in a sentence and convert them into question form, which is then reflected back to the examiner. The programme also searches for key words like ‘because’, which it will respond to with phrases that are not reflective.

The resultant interaction is different from real psychotherapeutic situations in a number of important respects. Perhaps most important is the fact that Eliza lacks the capacity to grasp the meaning or intention behind an examiner’s statements. This raises an interesting question: what mental capacities do real psychotherapists employ to do this? Why can a computer not mimic these capacities? Real psychotherapists feel their way into their patients’ hidden intentions and motives (they empathise with them).
 Unless it is possible to design a computer that has feelings, therefore, it will probably never be possible to design an artificial psychotherapist worth its salt. And  feelings – as we will learn in chapter 3 -- are synonymous with consciousness. This begins to suggest that it will probably never be possible to design a computer with a mind. Although most of us probably felt this intuitively all along, it is not yet completely clear why this should be so. So, let us proceed further.

Does Intelligence Make Mind?

Our interaction with Eliza teaches us some important lessons about artificial intelligence. Firstly, it is relatively simple to produce a computer that displays some degree of intelligent behaviour, and may therefore pass the Turing test under certain circumstances. Eliza does not always pass the Turing test, but she does very well considering how incredibly simple her programme is. This shows that, if the test of whether something has a mind or not is really reducible to a test of intelligent behaviour, the hard problem would have been solved long ago. 

But generating intelligent behaviour is vastly different from generating a mind. In spite of the fact that it is possible to have an interesting interaction with Eliza, few reasonable individuals would believe that her programme shows evidence of consciousness. Eliza is mindless, in that sense of the word. The problem of the mind is therefore probably not a problem of intelligence. Many computers display intelligent behaviour (they behave appropriately, even adaptively, under relevant circumstances, and thereby usefully solve many difficult problems). But a computer must be able to generate ‘joys and sorrows, memories and ambitions, and a sense of personal identity and free will’ (to paraphrase Crick) before we are persuaded it possesses a mind. The fact that we are not persuaded vividly illustrates the gulf that separates the ‘easy’ and ‘hard’ problems in cognitive science.

Mind and Consciousness

Earlier in this chapter we pointed out that the classical mind-body problem has been redefined by cognitive scientists (neuroscientists, psychologists and philosophers) as the problem of consciousness. In a recent book, Mental Reality, the philosopher Galen Strawson
 considered, from every conceivable angle, the question we are considering here: ‘what is mind?’ Strawson concluded that mind is synonymous with consciousness. The essence of the mind for Strawson is not intelligent behaviour, but rather subjective awareness. At this point, we are ready to agree with him.

But the argument that mind and consciousness are identical is precisely the viewpoint that Freud opposed so strongly 100 years ago, when he first introduced the idea of an unconscious mind. When Freud wrote his early psychoanalytical works, philosophers were already saying  that what is essential about the mind is consciousness, and yet Freud contended that clinical observations show that consciousness is merely a (variable and superficial) property of the mind. He argued that the mind extends well beyond what we are conscious of, since we all display unmistakable evidence of possessing memories, intentions, etc., of which we are not consciously aware. Are such memories, intentions, etc., not mental, simply because we are not consciously aware of them? Also, though some of our unconscious thoughts may never reach consciousness, they do still exert an  influence on consciousness (and purposive behaviour). According to Freud, it is therefore both legitimate and necessary to include the things that lie behind consciousness within our conception of the mind. This conclusion seems no less compelling than Strawson’s.

In fact, Freud went further. His conception of the mind was this. He believed that just as our awareness of the outer world is derived from objects that are really external to it, and represented in our perception, so too our awareness of the things going on inside of our own selves is mere perception, not to be confused with the actual (unconscious) mental processes and contents they represent. This is why we can misperceive our own motives, memories, attitudes, etc. (This is also why Freud was a dual-aspect monist.)
 For Freud, then, the mind itself is unconscious, and consciousness is mere perception of the mind’s actual processes. This raises an obvious question: who does the perceiving? 

Is There a Little Person Living in Your Head?

Freud called the part of the mind that does the perceiving the ‘ego’. (Actually, since he was German-speaking, he called it the Ich, which translates literally as ‘I’ or ‘me’; but his English translators preferred the Latin term ‘ego’.) Cognitive scientists love to point out that such concepts imply that consciousness is achieved by a little person – a homunculus – living in your head. If an explanation of consciousness has recourse to a homuncular concept, it is not really an explanation at all; it has merely shifted the problem. The question then becomes: how does the homunculus  become conscious? Is there another little person inside the head of the homunculus? This logically unsatisfactory situation is called an infinite regression. The homunculus problem is closely related to another problem that is equally topical in contemporary cognitive science.

The Binding Problem

We know a great deal about perceptual processes in the brain, especially visual ones. For example, we know that determining what a visual object is, and where that object is, are tasks carried out by different brain regions. (The ‘what’ processing stream extends downward from the occipital lobe into the temporal lobe; the ‘where’ stream extends upward from the occipital lobe into the parietal lobe; see Figure 2.4.) We also know that there are specialised systems in the visual brain for dealing with colour, with faces and with motion information. Everything we know about visual processing, involving converging findings from neuroanatomy and neurophysiology, as well as human and animal neuropsychology, unequivocally supports the view that there is a great deal of specialisation of function in human visual processing. The information arriving at the retina seems to become ever more fragmented as it progresses through the brain, for further processing by these various specialised ‘modules’. The same seems to apply to the other perceptual modalities.





----Fig 2.4: Two Visual Systems----

These findings have some interesting implications for our understanding of consciousness. A property of consciousness that can be easily agreed upon is that it is normally a unified experience. Each one of us has the impression of being a single entity, experiencing a unitary perceptual world at this particular moment in time. It is me that is surveying the scene in front of me right now. I am the unifying point of reference for all the objects I see scattered before me. The objects, too, appear to me to exist in a unified field of space and time. That thing over there is a coffee mug. The mug appears red, has a handle and lies on my desk. The redness appears to belong on the mug, and when I move the mug, the redness follows it. And yet, we know that the neuroanatomical structures involved in generating these obviously connected perceptions are located in different places in the brain. The brain regions that recognised the mug are distinct from those that located it as being on my desk. Likewise, the brain regions that perceived its redness are distinct from the ones that saw it move. And so on. The problem of how all this information comes together, to form an ordinary unified experience of consciousness, is called the binding problem.

One approach to solving this problem has been to attempt to identify anatomical structures that receive input from all the different perceptual processing modules. Stein & Meredith’s book, The Merging of the Senses – although a little technical -- provides a comprehensive survey of these structures.
 We pointed out in chapter 1 that the association cortex, at the point where the occipital, temporal and parietal lobes converge to form transmodal ‘directories’, is one such structure. We also mentioned the superordinate connections of the prefrontal lobes in this context. 

Wolf Singer’s group
 championed an entirely different approach to the binding problem, usually referred to as the ‘forty-hertz’ hypothesis. This group demonstrated that posterior cortical cells seem to fire in synchrony during a conscious visual experience, roughly at a 40-hertz rhythm of oscillation. They argued that each brief moment in which these neurons fire simultaneously represents a unified unit of consciousness. The unity of consciousness is thereby forged by linking neuronal activity together in time rather than place. (Every second of consciousness is made up of 40 ‘micro-moments’ which occur so quickly that consciousness is experienced as continuous.) 

Both of these approaches have merit, and go some way towards solving the binding problem. However neither of them dispenses entirely with the homunculus problem. Binding bits of consciousness in place merely seems to localise the homunculus; and binding them in time still begs the original question, what perceives these synchronised neuronal oscillations?

There is a third approach to the problem, which we favour. This approach combines aspects of both of the two approaches just described. We will outline this approach in detail in the next chapter (chapter 3). Briefly stated, it suggests that what binds our external perceptions together is the fact that they are grounded in our internal perceptions – which are, in turn, perceptions of our bodily selves. It is the fact that each of us exists in a singular body, therefore, that ultimately binds our consciousness together. But before we can explain why the visceral body is the bedrock of consciousness, we need to briefly introduce another basic question.

What Use is Consciousness?

Although neuroscientists have begun to address the question of how and where the brain generates consciousness, the question remains as to why consciousness exists in the first place. Another way of putting this question is to ask:  what evolutionary advantage does consciousness bestow?

We have already seen that intelligent behaviour does not require consciousness (assuming that computers are unconscious). Investigations across a broad range of human neurological patients have shown the same thing. Cognitive abilities are retained to a remarkable extent in the absence of conscious experience. In the next chapter we will demonstrate this in detail, when we discuss the phenomena of ‘blindsight’ and unconscious memory. Philosophers call people who perform intellectual feats in the absence of consciousness ‘zombies’. This is an unfortunate choice of phrase in relation to clinical patients – but such people really do exist, and in fact in quite large numbers. This presents an intriguing problem. If it is possible for people and machines to behave intelligently (to solve problems, adapt to prevailing conditions, learn from experience, etc.) then what is consciousness for? If we can behave intelligently without it, then why do we need it? In the next chapter, we will argue that the core function of consciousness, too, is linked to the fact that each of us exists in a body.

We must now enter into a detailed consideration of these deferred scientific issues. Before doing so, we conclude this chapter with some final conceptual points.

So, What is ‘The Mind’?

We have arrived at the following provisional conclusions. The mind itself is unconscious, but we perceive it consciously by looking inwards. It is this capacity for ‘looking inwards’ (for introspection or self-awareness) that is the most essential property of a mind. The ‘me’ that we perceive through introspection can also be perceived through our external senses as a physical body (made of organs, or physiological processes). The body is not the mind. Bodily processes are not intrinsically mental; they can even be performed by machines. That is why we say that the mind itself is unconscious. It is only our perceptions of these underlying processes that are conscious – and, what is more, these perceptions come in two forms, only one of which is described as ‘mental’. The mind, therefore, is intimately bound up with the first-person observational perspective. This is the only perspective from which everything  we observe can be grounded in a background sense of self, which is ultimately generated by our inner awareness of living in a physical body. A computer can only be rendered conscious if it is imbued with this capacity for self-awareness, grounded in a visceral body.
Some Methodological Issues, Revisited

We argued at the end of chapter 1 that it is advantageous for scientists to study matter, the aspect of the world that is experienced by our external senses, because there are things one can do experimentally with matter (brains, for instance) that one cannot do with subjective experiences. It should now be a little clearer what we meant by that. Only matter – or only external perception -- permits the reliability of multiple observers. This reduces the potential for observer bias that occurs with lone observers (like psychotherapists). Minds, by definition, cannot be observed by multiple observers. Similarly, from the external point of view we can study the mental instruments of non-human animals. Non-human animals cannot provide verbal reports of their experiences. As we shall see in the ensuing chapters, neuroscience has learned a great deal about the functions of the human brain (and therefore about the functional organisation of the mind) by generalising what has been learned from other animals, particularly other mammals.  The relevant experiments could never have been  performed on humans. 

These two examples (which we could easily multiply) demonstrate the final point we want to make in this chapter, which is simply this: If we accept the argument presented in this chapter – namely that the mental apparatus is observable from two different perspectives simultaneously, firstly as a material object and secondly as subjective awareness -- then it is obvious that we have everything to gain, and nothing to lose, by integrating our two modes of inquiry. As with the moral about the blind men and the elephant, the true nature of the mental apparatus will only become apparent when our dual perspectives on it converge on a single set of conclusions. Conclusions derived from subjective data (from the psychoanalytic method, for example) provide only one kind of evidence. And this evidence has definite limitations from the scientific point of view. On the other hand, subjective data  should not be despised; it provides evidence that cannot be gained from any other perspective. It should therefore be clear why we believe that such an integration does not reduce the one perspective to the other, and also why we said at the end of chapter 1 that linking the invisible world of subjectivity with the visible tissues of the brain, deepens immeasurably what we can discern with our ‘objective’ scientific eyes.
� Cognitive science is, in our opinion, an unfortunate term in that it implies an exclusion of non-cognitive mental functions such as emotion and motivation. Nevertheless, we employ the conventional term in this book because it is so widely used.
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� Chalmers (1995).





� Searle (1995a, p. 62). A ‘thought experiment’ is an imaginary experiment; the experiment is not really conducted. Searle (1995a, 1995b) provides a highly readable overview of the general problem under discussion in this section.





� Searle, 1995a, p. 62.





� Freud described this type of model building as ‘metapsychology’. This term refers to the attempt to see beyond (meta) consciousness (psyche). Freud contrasted metapsychology with metaphysics, which is a branch of philosophy concerned with similar problems, but which attempts to solve them through pure reason rather than scientific observation and experimentation.





� These beliefs still survive in everyday figures of speech, such as “I have a gut feeling”, “I believe it with all my heart”, “she broke my heart”, etc. 





� See chapter 9.





� Broca actually argued that the damage in his case was most severe in what is now called Broca’s area, suggesting that a degenerative process had begun there. Those who had known Tan-Tan for years after his accident said that his first problems had been in language. From this, Broca concluded that the most badly damaged part of the much larger lesion was responsible for Tan’s language disability. In retrospect, we know that Broca was basically correct in this judgement. However, his original, celebrated localisation appears to have been mostly (inspired) guesswork.





� This book was translated into English in 1953 under the title On Aphasia. A new translation will appear soon (with a revised title) as part of the four-volume Complete Neuroscientific Works of Sigmund Freud.





� According to Ernest Jones (1956, p.237), 850 copies of this book were printed. Only 257 had been sold after nine years; so the remaining books were pulped.





� For more details, see Solms (2000b) or Kaplan-Solms & Solms (2000).





� See Turnbull (1996) for a review.





� See chapter 4.





� Turing committed suicide in the 1950s, after being persecuted for his sexual orientation. He never achieved any level of success on the Turing test because the machines of his time were so limited. For him, therefore, it was only ever a ‘thought experiment’.





� Wonderful examples of  the Turing test in action are depicted in science-fiction films like Bladerunner and AI.





� Most British psychotherapists today use the term ‘countertransference’ for this (empathic) function. Empathy (or countertransference)  is one of the most important ways that we come to know ‘other minds’.





� Strawson (1994).





� See Solms (1997b) for a discussion of this point. Dual-aspect monism may be the only sensible philosophical position for those who accept that there is more to the mind than consciousness. 





� Stein & Meredith (1993).





� See Gray & Singer (1989), Gray, Koenig, Engel & Singer (1989), Engel, Kreiter, Koenig & Singer (1991).





� The ethical question as to whether or not these experiments should have been performed on non-human animals is another matter, which we will address briefly in chapter 4.
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